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ABSTRACT

The modular design of a Gaussian noise generator (GNG) based on ﬁeldprogrammable gate array (FPGA) technology was studied. A new range
reduction architecture was included in a series of elementary function
evaluation modules and was integrated into the GNG system. The
approximation and quantisation errors for the square root module with
a ﬁrst polynomial approximation were high; therefore, we used the
central limit theorem (CLT) to improve the noise quality. This resulted
in an output rate of one sample per clock cycle. We subsequently applied
Newton's method for the square root module, thus eliminating the need
for the use of the CLT because applying the CLT resulted in an output
rate of two samples per clock cycle (>200 million samples per second).
Two statistical tests conﬁrmed that our GNG is of high quality.
Furthermore, the range reduction, which is used to solve a limited
interval of the function approximation algorithms of the System
Generator platform using Xilinx FPGAs, appeared to have a higher
numerical accuracy, was operated at >350 MHz, and can be suitably
applied for any function evaluation.
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1. Introduction
In communications, the only drawback of the additive white Gaussian noise (AWGN) channel model
is the linear addition of wideband or white noise with an amplitude ﬁtting a Gaussian distribution.
The AWGN model is predominantly used in the design and testing of a communication system.
This model produces simple, tractable mathematical models that are useful for understanding the
underlying behaviour of a system before other phenomena, such as fading, frequency selectivity,
interference, and nonlinearity, are considered.
The AWGN model is conventionally implemented in software. However, software estimation of
the performance of a communication system is extremely time-consuming. To increase the noise
generation rate, one practical approach is hardware implementation of a high-quality Gaussian
noise generator (GNG). Because of recent advances in ﬁeld-programmable gate array (FPGA)
technology and their considerable performance advantages over conventional software-based
methods, hardware-based simulations have attracted increasing attention. FPGAs provide a satisfactory combination of high-speed implementation features with the ﬂexibility of a digital platform.
Several studies have proposed, implemented and evaluated GNGs. Mahmood and Abdul-Sada
(1987) implemented a digitally programmable distribution noise generator based on a nonlinear
function by employing an erasable programmable read-only memory to obtain the required
probability distribution. Mahmood and Abdul-Sada (1989) also proposed a GNG with a speciﬁc
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power spectral density or autocorrelation function based on the central limit theorem (CLT). AlBayati and Aljudi (1991) presented a design based on generating a random signal with a uniform
amplitude distribution and transforming the distribution into a Gaussian amplitude distribution by
using analogue circuits. Boutillon, Danger, and Ghazel (2003) and Lee, Luk, Villasenor, and Cheung
(2004) realised a hardware GNG based on the Box–Muller (BM; Box & Muller, 1958) algorithm by
using a look-up table (LUT) method and subsequently applied the CLT to reduce the quantisation
error. In this study, we used the BM method for hardware implementation and accurately obtained
samples drawn from a zero-mean, unit-variance Gaussian probability density function (PDF)
through a series of elementary function evaluations.
We developed a high-quality hardware GNG using Xilinx's System Generator (SG) platforms
based on the BM method with a series of elementary function evaluation modules, such as a
coordinate rotation digital computer (CORDIC) (Andraka 1998; Volder, 1959) and a ﬁrst polynomial
approximation, and we subsequently applied Newton's method (Planitz, 1983) based on a new
range reduction. We present the hardware implementation results, approximation errors and the
used resources of noise generators using various types of function evaluations and generating
>200 million samples per second at a clock speed of >100 MHz on a Xilinx Virtex-4 XC4VSX35-10
FPGA.
The contributions of this study are as follows: (1) We used a series of elementary function
evaluation modules based on a new range reduction to solve a limited interval of function
approximation algorithms. Furthermore, the range reduction appeared to have a high numerical
accuracy, operated at >350 MHz and can be suitably applied for any function evaluation. (2) We
subsequently applied Newton's method in the square root module to solve the approximation and
quantisation errors, thereby eliminating the need for the use of the CLT. (3) We generated >200
million samples per second, and the results of two statistical tests conﬁrmed that our GNG is of
high quality.

2. Architecture of the Box–Muller method
Here, we introduce the BM method. Suppose there are ﬁve modules in the associated hardware
architecture; u0 and u1 are independent random variables distributed uniformly in the interval [0,
1), and functions q, f, g0 and g1 perform the following operations to provide x0 and x1 of a Gaussian
distribution Nð0; 1Þ:
q ¼ 2 lnðu0 Þ;
f¼

pﬃﬃﬃ
q;

(1)
(2)

g0 ¼ sinð2πu1 Þ; g1 ¼ cosð2πu1 Þ;

(3)

x0 ¼ f  g0 and x1 ¼ f  g1 :

(4)

Equations (1)–(4) lead to an architecture in which the functions are divided into ﬁve modules
(Figure 1).
The ﬁrst module is implemented using techniques based on linear feedback shift registers
(LFSRs) (George & Alfke, 2007) to generate the uniformly distributed realisations u0 and u1. An
independent shift register is used to obtain maximum randomness for each bit of u0 and u1.
Because random numbers with a periodicity of 2k  1 can be generated using k-bit LFSRs with
irreducible polynomials, the required hardware is proportional to the number of precision bits
required in u0 and u1. Because g0 and g1 are bounded in the interval of [–1, 1], the highest f is
obtained when u0 is the lowest. The maximum possible Gaussian sample has an absolute value of
6.66σ when u0 uses 32 bits.
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Figure 1. Architecture of our GNG based on the Box–Muller method: (a) For Cases 1, 3 and 4. (b) For Case 2 using the central
limit theorem.

The second, third and fourth modules are executed in the most crucial task: accurate implementation of q, f, g0 and g1. Using a CORDIC (Volder, 1959) for computing the functions leads to
long computation times; however, for GNGs, large samples must be generated. Therefore, the
execution time can be neglected. The outputs can be obtained in a few clock cycles by using a
direct LUT; however, this would also require using many memory resources. Therefore, we used a
range reduction of the nonuniform segment process based on CORDIC approximation for designing the function evaluation because of its popularity in GNG research; in addition, it involves only
shift-and-add operations.
The ﬁfth module executes a step that involves using a time division demultiplexer and a
subsequent addition that entails exploiting the CLT to overcome the quantisation and approximation
errors. According to the CLT, if x is a random variable with mean mx and standard deviation σx, the
N
P
random variable XN deﬁned as XN ¼ σ 1pﬃﬃNﬃ ðxi  mx Þ tends towards the Gaussian distribution of the
x

i¼1

zero mean and the unity standard deviation when N ! 1, where xi is N independent instances of X.
The value N ¼ 2 is adequate; therefore, we use a time division demultiplexer (the component
shown in Figure 1b) that generates two outputs; two inputs are summed by the
pﬃﬃﬃsubsequent
addition to generate an output in every other cycle. The CLT requires division by 2. Therefore,
Equations (1)–(4) can be rewritten as follows:
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qc ¼  lnðu0 Þ;
fc ¼
g0 c ¼

pﬃﬃﬃﬃﬃ
qc ;

pﬃﬃﬃ
pﬃﬃﬃ
2 sinð2πu1 Þ; g1 c ¼ 2 cosð2πu1 Þ;

(5)
(6)
(7)

x0 c ¼ fc  g0 c ; x1 c ¼ fc  g1 c :

(8)
pﬃﬃﬃ
Therefore, because computing g0_c and
pﬃﬃﬃg1_c involves multiplication by 2, the subsequent
division cancels this multiplication
so
that
 pﬃﬃﬃ pﬃﬃﬃ 2 can be eliminated in Equation (7). The ranges of g0_c
and g1_c can be changed from  2; 2 to ½1; 1.

3. Architecture of numerical function based on nonuniform segmentation
3.1. Range reduction
A similar basic approach for implementing range reduction was described by Hwang and Li (2008).
Consider a function f(u) having certain precision requirements (u has a range [a, b)). The evaluation
of f(u) typically comprises three steps (Muller, 1997; Schulte and Swartzlander Jr, 1994): (1) input u
is reduced to y from the interval [a, b) to a smaller interval [aʹ, bʹ); (2) function approximation is
performed in the reduced interval and (3) the original result range is returned from reconstructing
the result.
Two main types of range reduction exist: (1) additive reduction, that is, y = u  mC and (2)
multiplicative reduction, that is, y = u=Cm , where integer m and a constant C are deﬁned by the
evaluated function. The logarithm and square root with C ¼ 2 are evaluated as follows:
lnðu  2m Þ ¼ lnðuÞ þ m  ln 2; where u ¼ ½0:5; 1Þ;
pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ pﬃﬃﬃ
u  4m ¼ u  2m ; where u ¼ ½0:25; 1Þ:

(9)
(10)

The multiplicative range reduction for the logarithm and square root mainly occurs as follows:
an exponent m is deﬁned by an m-bit shift according to Equations (9) and (10).
An approximation method based on nonuniform segments was developed. Considering an
approximating logarithmic function with a 32-bit input, segment boundaries from 0 to 1 are
used at locations between 2n32 and 2n31 (0  n  31) (Figure 2). The given domain ð0; 1Þ is
partitioned into 32 segments [2–32, 2–31), [2–31, 2–30),. . ., [2–2, 2–1) and [0.5, 1). The architecture of the
range reduction is shown in Figure 3(a). Let us input u to a combination of 32-bit shift segments
into a 32-input-to-1-output multiplexer in parallel. The multiplexer selects a correct interval for the
32 inputs in parallel through a segment selection index output. The output of the multiplexer is
modiﬁed into a more convenient y for a smaller interval [0.5, 1). Figure 3(b) shows the segment
selection index for a given input u. The u value is evaluated to determine the segment selection
index through a simple combination of 32 comparators in parallel. Each comparator is mapped to a
corresponding range of segments. A detailed comparator block is shown in Figure 3(c).

3.2. Approximation method selection
Numerical function evaluation steps for −2ln(u0), sin(2πu1) and cos(2πu1) are based on the
CORDIC method. For evaluating sin/cos, we use the symmetric and periodic behaviour of two
functions. Only sin(2πu) or cos(2πu) for u ¼ ½0; 1=2Þ must be approximated (Xilinx, 2008). The
pﬃﬃﬃ
remainder of the numerical function q is based on a degree one polynomial approximation
pﬃﬃﬃ
method, followed by the application of Newton's method (Planitz, 1983). The function q is
evaluated in four steps: (1) determine u 2 ½0:25; 1Þ such that q ¼ 4d  u (d is an integer); (2) use
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Figure 2. Plot of the logarithm function for u ¼ ð0; 1Þ. The range-reduced interval [0.5, 1) for this function is indicated by the
thick blue line. The red asterisks indicate the boundaries of the logarithmic approximation method.



pﬃﬃﬃ
0:297335 þ 0:828427  u; u 2 ½0:25; 0:5Þ
to obtain a ﬁrst approximation for u; (3)
0:420495 þ 0:585786  u; u 2 ½0:5; 1Þ
apply Newton's method in the form yhþ1 ¼ ðyh þ u=yh Þ=2, with y0 ¼ yðuÞ and h ¼ 0 and (4)
pﬃﬃﬃ
compute q ¼ 2d  y1 .
Figure 4 shows the evaluation of the square root as deﬁned in Equation (2) for the interval
ð0; 64Þ. The architecture (Figure 5a) is based on ﬁrst-order polynomials and contains only two
constant coeﬃcient multipliers, two multiplexers, two additions, two constant terms and two
comparator blocks. Newton's method is required to compute u=yh in Step 3. We employ the
CORDIC algorithm to perform the division operation based on SG platforms.
yðuÞ ¼

4. Architecture of numerical function for Gaussian noise generator
We provide a detailed explanation of how the function evaluation method is used for the GNG to
compute functions f and g (Equations (1)–(4)). The f function is ﬁrst considered. When the CORDIC
algorithm is used, computing this function is a two-stage process; the logarithm is followed by the
square root. Assuming a logarithm function with a 32-bit input, line segment locations are used for
boundaries at locations between 2n32 and 2n31 (0  n  31). We use 32 segments to approximate this function (Figure 2). Since u0 is based on ½0; 1  232 , the output of the logarithm
module q ¼ 2 lnðu0 Þ is on ½0; 44:36. Next, u0 ¼ 0 is treated as a special case in which q ¼
44:36 is simply set. Because q is unsigned, it has six integer bits. To obtain a trade-oﬀ, we consider
the square root with a 30-bit width input. It requires six bits for the integer bit width and 24 bits for
the fraction bit width for computing the input range [0, 64). Therefore, we use segment locations
for boundaries at locations between 22ðn12Þ and 22ðn11Þ (0  n  14); that is, [2–24, 2–22), [2–22,
2–20),. . ., [22, 24) and [24, 26). We use 15 segments to approximate this function (Figure 4). Figure 5
(b), (c) shows the overall structure of the logarithm and square root modules. A recursive nonuniform quantisation of segment ½0; 1 was used in Boutillon et al. (2003), and two symmetrical
nonuniform segments between ½0; 0:5 and ½0:5; 1 were used in Lee et al. (2004). Our design for
computing the interval u and nonuniform segmentation is summarised in Table 5.
Because of the symmetry of the sine and cosine functions, g0 and g1 are evaluated only in the
input range ½0; πÞ. A 16-bit input includes a sign bit and 15 bits for fractions, and two segments are
required to approximate this function (Figure 5d).
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Figure 3. (a) Architecture of the range reduction. (b) Architecture of the segment selection index. (c) Comparator block.

The maximum absolute error and average error of the approximation of the logarithm were
4:6  109 and 5:1  1010 , respectively, for the input interval ð0; 1Þ compared with the IEEE
double-precision standard; the errors of the square root for two cases, that is, a ﬁrst polynomial
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Figure 4. Plot of the square root function for q ¼ ð0; 64Þ. The range-reduced interval [0.25, 1) for this function is indicated by
the thick blue line. The red asterisks indicate the boundaries of the square root approximation method.

approximation and application of the ﬁrst polynomial approximation followed by Newton's
method for the input interval ½0; 44:36, are shown in Table 1. The maximum absolute error and
average error were 0.043 and 0.0054 for Case 1; these appeared to be high. To overcome the
unexpectedly high error, we applied Newton's method to reduce the errors to 0.00012 and
0.000016, respectively, which are 300-fold reductions.
Table 2 shows two errors for the approximation of f and g1. The maximum absolute errors for f
for Cases 1 and 2 were 0.048 and 0.00048, respectively; these also appeared to be high. However,
the average errors for the two cases were 0.0029 and 0.000021, respectively. For the cosine, the
maximum absolute error and average error of the approximation were 0.00022 and 0.00000069,
respectively.

5. Implementation
5.1. Realisation of the range reduction
In this section, we present the resources used for and operating speed of the range reduction. The
results are shown in Table 3, including the slices used for 8, 12, 16, 24 and 32 segments and the
operating speed for the range reduction. The range reduction can operate at a clock speed of
>350 MHz and can be suitably applied for any function evaluation. Furthermore, we used the range
reduction with various ranges and the same 32 segments and subsequently combined the logarithm
function evaluation with a 32-bit input range by using the CORDIC method. The four ranges for the
range reduction were ½0:5; 1Þ, ½232 ; 1Þ, ½224 ; 28 Þ and ½1; 232 Þ. An example of the combination of
four ranges for the range reduction and subsequent logarithm function is shown in Table 4.

5.2. Implementation of our Box–Muller hardware architecture
For u0, 32 bits were used, allowing a 6.66σ maximum output. For u1, we found that 16 bits can be
satisﬁed without the loss of performance. In addition, we used 16 bits for the output of the GNG.
This implied that 48 shift registers were required when 32 bits for u0 and 16 bits for u1 were
used and a period of approximately 1018 was considered for the GNG. Because 1018 is approximately 260 , 60-bit LFSRs were required. For the LFSRs to iterate through this long period, maximum
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16 to1 Mux

q × 222

q × 2 −4

q×2

0

Delay

q

y1 = ( y 0 + u y 0 ) 2

Coefficients : a0 = 0.297335, a1 = 0.420495, b 0 = 0.828427, and b1 = 0.585786.

Subsequent application of
Newton's method

1-bit right-shifter

Delay

CORDIC u y 0
division

y0

u

y0 = u

Input u

Segment selection index output :

First polynomial approximation

a1

a0

Constant coefficient
multiplier

b1

b0

b0 × u

Segment
selection index

Combination of parallel
bit-shifted inputs

Input q

(c)

Input u ∈ [0.25,1 )

(a)

826
Y.-P. LI ET AL.

INTERNATIONAL JOURNAL OF ELECTRONICS

827

Table 1. Comparing two types of square root methods.
Square root module
Approximation error
Maximum absolute error
Average error

Case 1
0.043
0.0054

Case 2
0.00012
0.000016

Note: Case 1 shows the square root function with a ﬁrst polynomial approximation; Case 2 shows this
function by the ﬁrst polynomial approximation followed by the application of Newton's method.
Table 2. Approximation error for functions f and g1.
Function
Approximation error
Maximum absolute error
Average error

f for Case 1

f for Case 2

g1

0.048
0.0029

0.00048
0.000021

0.00022
0.00000069

Note: f is a two-stage process: the logarithm is followed by the square root, since Case 1 and Case 2 are
square root methods based on a ﬁrst polynomial approximation and the ﬁrst polynomial approximation followed by the application of Newton's method, respectively.

Table 3. Comparisons of area and speed of diﬀerent segments for range reduction.
Segment
Features
Slices
Clock speed [MHz]

8
33
440.72

12
75
435.16

16
127
393.10

24
193
363.77

32
274
353.86

Table 4. Comparisons of the combination of four diﬀerent ranges for the range reduction and subsequent logarithm function
with a 32-bit input range.
Range
Features
Maximum absolute error
Average error
Slices
Clock speed [MHz]

[0.5, 1)
9

4:6  10
3:0  1010
2010
136.91

[2–32, 1)
9

4:6  10
5:1  1010
2506
136.89

[2–24, 28)
9

5:3  10
7:6  1010
2544
135.69

[1, 232)
6:5  109
1:2  109
2582
134.70

Note: The range [0.5, 1) is a limited interval of the logarithm function evaluation without range reduction by using the CORDIC
method based on Xilinx's SG platform.

sequence lengths were generated for a given LFSR size conﬁgured using polynomials (Miller &
Gulotta, 2004). Furthermore, we used LFSRs between 60 bits and 105 bits for each bit of u0 and u1
as a diﬀerent length; that is, 48 shift registers with diﬀerent lengths were used to obtain a wide
range of randomness. The appropriate taps for maximum-length LFSR counters of up to 168 bits
listed in George and Alfke (2007) were applied. LFSRs with 48 lengths used addressable shift
registers to occupy only 230 slices and operated at 280.98 MHz.
Another crucial component of our design was the combination of the bit shifters in parallel, the
multiplexer and the segment selection index, which were required for the range reduction step of
the logarithm and square root modules and the range reconstruction step of the square root
module. A 32-bit range reduction is shown in Figure 3(a). The 32-bit range reduction was used in
the logarithm module and occupied 274 slices.
In addition, the Xilinx FPGA for SG platforms provides a sin/cos LUT module and produces two
complement outputs (Xilinx, 2005a). It can generate a maximum 16-bit input and a maximum 32bit width output. A 16-bit input and a 16-bit output for the sin/cos function evaluation were
appropriate for resource utilisation in this study, and approximately 55 slices were occupied.
Table 5 shows the hardware area comparisons of various modules used in our BM architecture.
The function evaluations for the logarithm and sin/cos modules were based on the Xilinx FPGA and
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Table 5. Comparisons of the computing interval u, nonuniform segmentation and hardware area for the various modules used
in our Box–Muller architecture.
Module
Features
Computing interval u
Nonuniform segmentation
Slices
Block RAMs

Logarithm
[0.5, 1)
[2n–32, 2n–31),
0  n  31
2506 (16%)
1 (0.5%)

Square root for Case 1
[0.25, 1)
[22(n–12), 22(n–11)),
0  n  14
374 (2%)
4 (2%)

Square root for Case 2
[0.25, 1)
[22(n–12), 22(n–11)),
0  n  14
1461 (10%)
4 (2%)

Sin/Cos
[0, 0.5)
[0, 2–1), [2–1, 1)
591 (4%)
0 (0%)

Table 6. Comparisons of hardware Gaussian noise generator for Cases 1–4.
Design
Method
Max. deviation
Clock speed (MHz)
Output rate (MSs/s)
Bit-width of GNGs

Case 1
BM
6.66σ
112.8
225.6
16

Case 2
BM-CLT
6.66σ
104.3
104.3
16

Case 3
BM
6.66σ
100.1
200.2
16

Platform
Slices
Block RAMs
Pass χ2 and A–D tests

4435
6
Only A-D

Xilinx Virtex-4 XC4VSX35-10
4536
5588
6
6
Yes
Yes

Case 4
BM
6.66σ
100.1
200.2
16
5010
19
Yes

Notes: “BM-CLT” refers to the Box–Muller and the central limit theorem. We employ the CORDIC method for the logarithm
module throughout this paper, the same CORDIC method for the sin/cos module in Cases 1–3, and the following numerical
functions for the rest: Case 1: The square root module with a ﬁrst polynomial approximation; Case 2: The same as Case 1 with
the CLT for the two samples added; Case 3: The square root module with a ﬁrst polynomial approximation followed by the
application of Newton's method; Case 4: Using the sin/cos LUT module and the square root module with a ﬁrst polynomial
approximation followed by the application of Newton's method.

performed using the CORDIC method. The subsequent use of Newton's method for Case 2 of the
square root was required to compute the division operation of the CORDIC algorithm.
Several diﬀerent cases were implemented using the Xilinx SG 8.1, and we tested the designs on a
hardware platform by using a Xilinx Virtex-4 XC4VSX35-10 device. The designs for Cases 1–4 occupied
4435, 4536, 5588 and 5010 slices, respectively. The pipelined designs for Cases 1–4 operated at 112.79,
104.28, 100.06 and 100.06 MHz, respectively. In addition, we generated two samples per clock cycle;
therefore, >200 million Gaussian noise samples per second were produced. The resource usage of
each of the four methods is summarised in Table 6 and discussed in the following section.

6. Statistical tests and results
To verify the generated Gaussian noise samples, the chi-square (χ 2 ) and Anderson–Darling (A–D)
tests (D'Agostino & Stephens, 1986) were used to evaluate the normality of the random variables.
At p < 0.05, the samples were distributed normally.
Figure 6(a)–(d) illustrates the eﬀect of diﬀerent designs on the PDF for Cases 1–4, and these
eﬀects are listed in Table 6. Figure 6(a) shows the PDF obtained for the square root module with a
ﬁrst polynomial approximation. Distinct error regions were observed in the PDF; these occurred
when they had more errors, causing the χ 2 test (0.0021) to fail, although this case passed the A–D
test (0.0964) when the sample size was large. Therefore, for further improvement, we used the CLT
to sum two successive samples by using a time division demultiplexer in Case 2, as discussed
previously (Figure 6b).
Our hardware BM implementations for Cases 2–4 passed statistical tests with 10 million samples.
Here, 100 bins for the χ 2 test were used for the axis in the range ½7; 7. The p-values for the χ 299
and A–D tests were 0.6186 and 0.7816 for Case 2 (Figure 6b), 0.3552 and 0.8998 for Case 3
(Figure 6c) and 0.8696 and 0.9063 for Case 4 (Figure 6d), respectively. These values are much
greater than 0.05, indicating that they are certainly normally distributed for the generated noise
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Figure 6. (a) The PDF of the generated noise for Case 1 listed in Table 6. The blue solid line indicates the ideal Gaussian PDF;
(b) for Case 2; (c) for Case 3; (d) for Case 4.

Table 7. Comparisons of approximation error for functions f and g.
Design
Functions and statistical tests
f:
Max. absolute error
Average error
g:

Max. absolute error
Average error
Pass χ2 and A–D tests

Boutillon et al. (2003)
N/A
N/A

Lee et al. (2004)
0.031
0.000048

This work
0.00048
0.000021

N/A
N/A
Fail

0.00079
0.0000012
Yes

0.00022
0.00000069
Yes

samples. Table 6 shows the comparisons of our designs for Cases 1–4. The advantages of using our
proposed methods based on Xilinx's SG platforms are as follows: (1) The Xilinx CORDIC block for SG
platforms can be used for user-deﬁned ﬁxed-point bit widths. When implementing hardware
designs, the user can select any bit width for the range and precision of the ﬁxed-point number
(Xilinx, 2008). (2) The design can be ported easily. (3) Furthermore, our design has a high numerical
accuracy. For example, the maximum absolute error and average error of functions f and g were
more satisfactory than those in Boutillon et al. (2003) and Lee et al. (2004) (Table 7). The GNG
design proposed by Boutillon et al. (2003) failed the χ2 and A–D statistical tests.
The implementation of the GNG was based on the hardware platform of the Xilinx XtremsDSP
DK4 board (Xilinx, 2005b). For fast co-simulation, we used the overall design ﬂow based on the SG
and Simulink software tools.
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7. Conclusion
An FPGA-based GNG for which the BM method is used to facilitate the generation of pairs of
independent standard normally distributed samples was presented in this study. A crucial aspect of
the design is the use of CORDIC approximation based on nonuniform segmentation to compute
logarithmic and square root functions. The selected boundaries are used carefully between each
approximation segment to compute the functions eﬃciently from the inputs. The implementation
results veriﬁed that this GNG has a high overall noise quality and is accurate. In addition, the GNG
can be used to emulate Rayleigh, Rician, or even more complex channels.
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